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Abstract

Given a finite set of points P ⊆ Rd, we would like to find a
finite subset S ⊆ P such that the convex hull of S approx-
imately covers the original set. More formally, every point
in P is within distance ε from the convex hull of S. Such a
subset is also called an ε-hull or an ε-generating points set
for P . An ε-hull is called optimal if it has minimum cardi-
nality. Computing such a point set gives a sparse dictionary
for the original points and is an important problem in com-
putational geometry, machine learning, and approximation
algorithms.

In many real world applications, the set P is too large
to fit in memory. Streaming algorithms that use sublinear
memory would provide excellent solutions to such situations.
Existing streaming algorithms for this problem give bounds
that only depend on ε but ignore the structure of the data. A
natural question is whether we can do better than state-of-
the-art when the data is well-structured, in particular when
the optimal generating set is small.

Unfortunately, our lower bounds for this problem show

that it is still hard even if the data is well-structured. We

then propose two interesting relaxations of the problem, in

which tighter input-dependent bounds are possible. In the

first relaxation, we consider data in R2 that is randomly

permuted before the algorithm runs. We give an algorithm

that stores only O(opt · log n) points while maintaining an

ε-hull, where opt is the size of an optimal one. In the sec-
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ond relaxation, our approximation only needs to be correct

in most directions. We provide the first, nearly tight, input-

dependent upper bound for this case even for Rd with arbi-

trary constant dimension d.

1 Introduction

Let P be a set of n points in the unit ball Sd−1. Let
CP denote the convex hull of the point set P . An im-
portant question to ask is that whether it is possible to
obtain a small subset S ⊂ Rd such that the Hausdorff
distance between CP and CS is small, i.e., for every
point p ∈ P , p is close to a point in CS and vice versa.
We call such an S an ε-hull to P (with respect to the
convex hull). This question and its variants are fun-
damental in computational geometry, computer vision,
data mining, and many more. Such a set S is called
an ε-coreset or kernel for P , e.g., [AHPV04, AHPV05].
Since every point in P can be approximated by the
convex combination of points in S, it is also called a
generating set [BHR15]. Many different variants of this
problem have been studied in the literature, e.g., one
may require that any directional width (the diameter
of S in a particular direction) of S is a (1± ε) approx-
imation to that of P . There are subtle differences be-
tween these variants, but one can usually change from
one variant to another without much effort. For more
details, please refer to [AHPV05].

The worst case lower bound for the size of S is Ω(
ε−(d−1)/2). Recently, it has been shown in [BHR15]
that one can in fact do much better than the worst
case bound if the size opt of the smallest generating
set for P is small. In their paper, they show that one
can efficiently obtain S of size nearly linear in opt and
at most linear in the dimension d. This result shows the
possibility of overcoming the curse of dimensionality in
high-dimensional computational geometry problems.
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One concern of the algorithms in [BHR15] is that
they require storing all points of P in memory. The
huge size of real-world datasets limits the applicability
of these algorithms. It is thus a natural question to
ask whether it is possible to obtain an ε-hull of P ,
when P is presented as a data stream, while using a
small amount of memory. That is, is there an efficient
streaming algorithm to obtain the similar guarantees
as in [BHR15]?

In this paper, we provide both negative and posi-
tive results. First, we review previous results on this
problem.

1.1 Related Work

Batch Algorithms for ε-kernels We use the term
batch algorithm for an algorithm that stores the en-
tire set of points in memory. In the batch set-
ting, Bentley, Preparata, and Faust [BPF82] give a
O(1/εd−1) space algorithm for computing an ε-hull of
a set of points. Agarwal, Har-Peled, and Varadara-
jan [AHPV04] use this to give a O(1/εd−1) space al-
gorithm for computing multiplicative approximation

of convex hulls. This was improved to a O(1/ε
d−1
2 )

space algorithm [YAPV04, Cha06] for computing an ε-
hull. The time bounds on these algorithms were further
improved [Cha17, SA17]. Recently, Blum, Har-Peled,
and Raichel [BHPR16] give the only known batch al-
gorithms for an ε-hull that are competitive with the
optimal of the given point set.

Streaming Algorithms for ε-kernels with Worst
Case Guarantees Hershberger and Suri [HS04]
give a 2-D one-pass streaming algorithm for ε-hulls
that uses O(1/

√
ε) space. Agarwal, Har-Peled, and

Varadarajan [AHPV04] give a one-pass streaming al-
gorithm for ε-kernels (which is an multiplicative er-

ror version of the ε-hull) that uses (1/ε
d−1
2 ) logd n

space. Chan [Cha06] removes the dependency on n
and gives a streaming algorithm for ε-kernels that uses
O((1/εd−3/2) logd 1/ε) space. This was then improved

to O((1/ε
d−1
2 ) log 1

ε ) [ZZ11] and the time complexity
was further improved by Arya and Chan [AC14]. Chan
[Cha16] also gives a dynamic streaming (allowing dele-
tions) algorithm based on polynomial methods.

1.2 Our Contributions

In Section 3, we provide lower bounds to show that no
streaming algorithm can achieve space bounds compa-
rable to opt, the optimal size of an ε-hull. In particu-
lar, no streaming algorithm can have space complexity

competitive with f(opt) for any fixed positive func-
tion f in 3 dimensions or higher. This strong neg-
ative result implies only relaxations of the problem
in the streaming model are possible to achieve input-
dependent bounds.

We devise and prove streaming algorithms for two
relaxations of the problem. In Section 4, we show the
first relaxation, in which the points are from R2 and
come in a random order. In Section 5, we show the
second relaxation, in which the points come in an ar-
bitrary order and from d-dimensional space.

In the first relaxation, our algorithm maintains an
initially empty point set S. When our algorithm sees
a new point p, it adds p to S if p is at least distance ε
away from the convex hull of S. Additionally, our algo-
rithm keeps removing points p ∈ S where p is contained
inside the convex hull of S \ {p}, that is, removing p
does not change the convex hull of S. Surprisingly, for
any point stream P , with high probability this algo-
rithm keeps O(opt · log n) points, where n is the size
of P .

In the second relaxation, we only need to be correct
in “most” directions (all but a δ fraction of directions).

Our algorithm picks O(opt
2

δ2
log opt

δ ) random unit vec-
tors. For each of these vectors v, we keep the point in
the stream that has maximal dot product with v. We
give a proof based on VC-dimension to show that this
algorithm achieves the desired bound. For the 2D case
we achieve an even stronger bound.

Although our algorithms are simple, it is surprising
that input-dependent bounds are achievable in these
settings. To the best of our knowledge, this is the first
work that gives streaming algorithms for ε-hulls with
space complexity comparable to the optimal approxi-
mation.

2 Preliminaries

Definition 2.1. For any bounded set C ⊂ Rd, we say
a point q is ε-close to C if infx∈C ‖q − x‖ ≤ ε.

Definition 2.2. Given a set of points P ⊆ Rn, S ⊆ P
is an ε-hull of P if for every p ∈ P , p is ε-close to the
convex hull of S.

(a) Set of points (b) ε-hull in red

Figure 1: ε-hull of a set of points.
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Definition 2.3. Let opt(P, ε) denote the size of a (not
necessarily unique) smallest ε-hull of P .

2.1 Streaming Model

In our model, a streaming algorithm A is given ε ∈
(0, 1) in advance but not the size of the input point
stream P . More formally, we denote the streaming
point stream P as a sequence of points

P = (p1, p2, . . . , pt, . . .)

where pt ∈ Rd is the point coming at time t. Note
that P may have duplicate points. Algorithm A is
given the points in P sequentially, and is required to
maintain a subset S ⊂ P of the points. For each point
p ∈ P , A can choose to add p to S (remembering p)
or ignore p (therefore permanently forgetting p). A
can also choose to delete points in S, in which case
these points are permanently lost. After one-pass of
the stream, we require S to be an ε-hull of the points
set P . A trivial streaming algorithm could just keep all
points it has seen. However, such an algorithm might
not be feasible in the big data regime. Ideally, A should
use space competitive with opt(P, ε).

3 Lower Bounds

3.1 Always-opt Lower Bounds

An always-opt algorithm uses space competitive with
f(opt(P, ε)) for some fixed positive function f at any
time t. Note that this definition is rather permissive,
since it allows an arbitrary function of opt, and allows
the algorithm to maintain an rε hull where r > 1.

Definition 3.1. For r ∈ Z+, we say a streaming al-
gorithm A is always-r-opt if there exists a function
f : Z+ → Z+ such that: if A is run on an arbitrary
point stream P , then after processing all points in P ,
A keeps an rε-hull of P with size at most f(opt(P, ε)).

Theorem 3.1. For all r ∈ Z+, there does not exist an
always-r-opt streaming algorithm in Rn for n ≥ 3.

Proof. See appendix A.

3.2 Sometimes-opt Lower Bounds

We can ask a slightly different question: what if an
algorithm is given a number k in advance, and only
needs to be competitive with opt when opt of the cur-
rent substream falls below k? The algorithm we give
for (ε, δ)-hulls in Section 5 is of this form.

Definition 3.2. A streaming algorithm A is
sometimes-opt if there exists a function f : Z+ → Z+

such that the following holds. Suppose A is given
k ∈ Z+ in advance, and is run on an arbitrary point
stream P with opt(P, ε) ≤ k. At any point, A is al-
lowed to keep at most f(k) points. After processing all
points in P , A keeps an ε-hull of P .

Theorem 3.2. There does not exist a sometimes-opt
streaming algorithm in Rn for n ≥ 3.

Proof. See appendix A.

These lower bounds rule out the possibility of ob-
taining ε-hulls in the streaming model while only using
space comparable to the optimal approximation size.
We thus seek to relax the problem under reasonable
assumptions.

4 2D Random Order Algorithm

In many cases, data points are generated from inde-
pendent identical distributions, for example mixture
models or topic models. In this section we assume a
more general setup: that the points come in a ran-
dom order. More precisely, for all sets of points P ,
every permutation of P must have equal probability
density. The case where the data points are generated
i.i.d. (making no assumptions about the distribution)
is a special case. We assume the points are in 2D.

Definition 4.1. We say a point p is interior to P if p
is in the convex hull of P \ {p}.

The algorithm begins by keeping a set S = {}. For
each point p ∈ P that the algorithm sees, if the dis-
tance from p to the convex hull of S is at most ε, we
discard p. Otherwise, we add p to S (see figure 2).

The algorithm then repeatedly deletes interior points
in S until S has no interior points (see figure 3). It is
easy to show that S is always an ε-hull, but showing
the space bound is more challenging.

Theorem 4.1. There exists a constant c > 0 and a de-
terministic one-pass streaming algorithm A, such that
for any random order input streams P ⊆ R2 containing
at most n points, A maintains a subset S ⊆ P which is
an ε-hull of P at all times. Moreover, with probability
at least 1− 1/n2,

|S| ≤ c · opt(P, ε) · log n.

Since the algorithm is deterministic, this probability
guarantee is over the randomness in the arrival order
of P .
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(a) Discard p inside
hull

(b) Discard p near
hull

(c) Keep p far from
hull

Figure 2: We keep points p far from the current hull.

(a) Interior points in
red (b) No interior points

Figure 3: We iteratively remove interior points from S.

Proof. For the full proof, see Appendix B - here we give
a sketch. Consider the optimal ε-hull Sopt. Since our
algorithm deletes interior points, we can show it only
keeps points close to the boundary of the convex hull
of Sopt. We split the boundary into opt sections, and
show that with high probability our algorithm keeps
O(log n) points in each section. Since the boundary
is 1-dimensional, we effectively reduce proving the 2D
result, to proving an analogous 1D result for our algo-
rithm.

A corollary of the high probability bound is that
in expectation the algorithm keeps an ε-hull of size
O(opt · log n).

5 (ε, δ)-Hull

In this section we give an algorithm for a relaxation
of ε-hulls, which we call (ε, δ)-hulls. Our results hold
for arbitrary point sets P ⊆ Rd. Intuitively, an (ε, δ)-
hull of P is within distance ε from the boundary of the
convex hull of P in at least 1− δ directions.

Definition 5.1. Given a vector v and a point set P ,
we define the directional extent as

ωv(P ) = max
p∈P

p · v

Definition 5.2. If p is a point we define ωv(p) = p·v =
ωv({p})

Definition 5.3. We say a set S maximizes P in v if

ωv(P ) = ωv(S)

Note that as per Definition 5.2, S can be either a single
vector or a set of vectors.

Figure 4: Point p maximizes the set of points in direc-
tion u because its projection onto u is the highest.

Definition 5.4. An (ε, δ)-hull is the minimum sized
set S ⊆ P such that if we pick a vector v uniformly at
random from the surface of the unit sphere, Sd−1, S
ε-maximizes P in direction v with probability at least
1− δ, that is,

Pr(|ωv(P )− ωv(S)| > ε) ≤ δ

There is a simple deterministic algorithm that stores
O(kδ ) points and gives us an (ε, δ)-hull of a point set P ,
where k is the batch optimal for the ε-hull of P . Here
we focus on higher dimensions.

Suppose we fix the dimension d. We give a random-
ized algorithm that uses n points and with probability
at least 1 − p gives us an (ε, δ)-hull of a point set P ,
where k is the batch optimal for the ε-hull of P , and n
satisfies:

n = O

(
k2

δ2

(
log k + log

1

δ
+ log

1

p

))
Note that the given complexity hides the dependency

on d, the actual time complexity will be multiplied by
some (exponential) function of d.

We sketch our algorithm as follows: Choose n ran-
dom vectors on the unit sphere. For each chosen vector
v we store the point p that maximizes P in direction v,
that is, p · v = ωv(P ). This can be done in streaming.

We reduce proving this algorithm in Rd, to proving a
related property in Rd−1. We then use a VC-dimension
based uniform bound to prove this property. A proof
outline of this algorithm is in Appendix C.
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